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Large Language Model

“A large language model is a deep learning model trained on massive text 
datasets to understand and generate human language.”

How can value functions make LLMs more efficient at training, reasoning, and acting?
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Learning from Human Feedback

Human Win rate 
against SFT 175B

Model Size

Long Ouyang et al. Training language models to follow instructions with human feedback OpenAI 2022
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RL Fine-Tuning

Supervised Fine-Tuning

Pre-Training



Learning to reason with LLMs

“We are introducing OpenAI o1, a new large language model trained with 
reinforcement learning to perform complex reasoning.” - OpenAI
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Learning to reason with LLMs
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LLMs Post-Training MDP

PolicyEnvironment

Prompt : 

What is 1+1?


Action : 
<think>

1 + 1 is a simple arithmetic addition.

Adding one to one equals two.

Therefore, the answer is 2.

</think> 
$\boxed{2}$

x

y

LLM
πθ

state

reward (Verifiable tasks,e.g. math, or human preference)

How do we optimize  ?πθ

action



LLMs Post-Training MDP

PolicyEnvironment
LLM

πθ

state

reward (Verifiable tasks,e.g. math, or human preference)

J(π) = 𝔼π [r(x, y)]− 1
η 𝔻KL(π ∥ πref)

Maximize reward under Minimal deviation



LLMs Post-Training

∇θJ(θ) = 𝔼πθ[∇θlog πθ(a ∣ s) r(s, a)]
policy gradient

Most LLM post-training work focuses on stabilizing policy-gradient methods.

Can the structure of LLM generation be leveraged for greater efficiency?

J(π) = 𝔼π [r(x, y)]− 1
η 𝔻KL(π ∥ πref)

Maximize reward under Minimal deviation



LLMs Post-Training

∇θJ(θ) = 𝔼πθ[∇θlog πθ(a ∣ s) r(s, a)]
policy gradient

PolicyEnvironment

LLMs implicitly execute a token-by-token MDP with a special structure.

Prompt : 

What is 1+1?


Action : 
<think>

1 + 1 is a simple arithmetic addition.

Adding one to one equals two.

Therefore, the answer is 2.

</think> 
$\boxed{2}$
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LLMs Post-Training

∇θJ(θ) = 𝔼πθ[∇θlog πθ(a ∣ s) r(s, a)]
policy gradient

PolicyEnvironment

LLMs implicitly execute a token-by-token MDP with a special structure.

J(π) = 𝔼π [r(x, y)]− 1
η 𝔻KL(π ∥ πref)

Maximize reward under Minimal deviation

How can we take advantage of this special structure? 



I.   Q#: Principled value-based algorithm for LLM post-training 

II.  VGS: Test-time Value Guided Search 

III. A*PO: Training-time optimization algorithm

What does the token-by-token structure of LLMs buy us?
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Train

Reason

Act

Optimal Value Function Guidance

LLMs implicitly execute a token-by-token MDP with a special structure.



What does the token-by-token structure of LLMs buy us?
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I.   Q#: Principled value-based algorithm for LLM post-training 

II.  VGS: Test-time Value Guided Search 

III. A*PO: Training-time optimization algorithm

LLMs implicitly execute a token-by-token MDP with a special structure.



Q♯: Provably Optimal Distributional RL 
for LLM Post-Training
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Jin Peng Zhou , Kaiwen Wang , Jonathan Chang , Zhaolin Gao,  
Nathan Kallus, Kilian Q. Weinberger, Kianté Brantley, and Wen Sun 

Cornell University, Harvard University, Netflix, Databricks



Autoregressive Policies
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context0context1context2context3

What is 1+1? The answer is 2
π π π π

query response

Let  = query and  = [query, context1:h-1]  y0 yh ≜ y0:h−1 = (y0, y1, …, yh−1)

Vπ(context0:h−1) = 𝔼π[r(context0:h−1, ⋅ ) − ηKL(π( ⋅ ∣ context0:h−1), πref( ⋅ ∣ context0:h−1))]

Vπ(yh) = 𝔼π[r(yh, ⋅ ) − ηKL(π( ⋅ ∣ yh), πref( ⋅ ∣ yh)]



Autoregressive Policies
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Let  denote the optimal policy then π# π#( ⋅ ∣ yh) ∝ πref( ⋅ ∣ yh) exp(ηQ#( ⋅ , yh))

        and        exp(ηV#(yh)) = 𝔼πref
[exp(ηQ#(x, y))] Q#( ⋅ , yh) = r( ⋅ , yh) + 𝔼x′￼∼P(⋅,yh)[V#(yh+1)]

V#(yh) =
1
η

log 𝔼πref
[exp(ηQ#( ⋅ , yh))] Optimal Value Function

 exp(ηV#(yh)) = 𝔼πref[exp(η ∑
h′￼≥h

rt( ⋅ , yh′￼
)) |yh] Deterministic Trans.

 exp(ηQ#( ⋅ , yh)) = 𝔼πref[exp(η ∑
h′￼≥h

rt( ⋅ , yh′￼
)) | ⋅ ,yh] Optimal Q-function



Autoregressive Policies
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Let  denote the optimal policy then π# π#( ⋅ ∣ yh) ∝ πref( ⋅ ∣ yh) exp(ηQ#( ⋅ , yh))

        and        exp(ηV#(yh)) = 𝔼πref
[exp(ηQ#(x, y))] Q#( ⋅ , yh) = r( ⋅ , yh) + 𝔼x′￼∼P(⋅,yh)[V#(yh+1)]

V#(yh) =
1
η

log 𝔼πref
[exp(ηQ#( ⋅ , yh))] Optimal Value Function

 exp(ηV#(yh)) = 𝔼πref[exp(η ∑
h′￼≥h

rt( ⋅ , yh′￼
)) |yh] Deterministic Trans.

 exp(ηQ#( ⋅ , yh)) = 𝔼πref[exp(η ∑
h′￼≥h

rt( ⋅ , yh′￼
)) | ⋅ ,yh] Optimal Q-function exp(ηQ#( ⋅ , yh)) = 𝔼πref[exp(η ∑

h′￼≥h

rt( ⋅ , yh′￼
)) | ⋅ ,yh] Optimal Q-function



Autoregressive Policies
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Assume  context1:h = "A helpful assistant should"

 exp(ηQ#(context1:h)) = 𝔼πref[exp(η ∑
h′￼≥h

rt( ⋅ , context1:h)) | ⋅ ,context1:h]

πref( ⋅ ∣ "A helpful assistant should")

an
sw

er

lis
te

n

re
fu

se

Q#( ⋅ , ["A helpful assistant should"]) 0.9 0.010.1

an
sw

er

lis
te

n

re
fu

se

πref( ⋅ ∣ ⋅ ) exp(ηQ#( ⋅ , ⋅ ))



Algorithm: Q# 
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Sample a prompt from y0 ∼ D
Sample a generation from ̂π ∝ πref( ⋅ ∣ yh)((1 − ̂p(yh, ⋅ ))e0 + ̂p(yh, ⋅ )e

1
η)

Step 1:

<Prompt> Two roads to separate pathsdiverged



Algorithm: Q# 
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<Prompt> Two roads to separate paths

Transition: P(s′￼|s, a) Deterministic

in a yellow
r = 1 (correct)

diverged

Sample a prompt from y0 ∼ D
Sample a generation from ̂π ∝ πref( ⋅ ∣ yh)((1 − ̂p(yh, ⋅ ))e0 + ̂p(yh, ⋅ )e

1
η)

Reset and sample a generation from πref

Step 1:



Algorithm: Q# 
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Sample a prompt from y0 ∼ D
Sample a generation from ̂π ∝ πref( ⋅ ∣ yh)((1 − ̂p(yh, ⋅ ))e0 + ̂p(yh, ⋅ )e

1
η)

Transition: P(s′￼|s, a) Deterministic

Reset and sample a generation from πref

rollin  ̂π rollout  πref

Step 1:

<Prompt> Two roads in a yellow
r = 1 (correct)

diverged



Algorithm: Q# 

Sample a prompt from y0 ∼ D
Sample a generation from ̂π ∝ πref( ⋅ ∣ yh)((1 − ̂p(yh, ⋅ ))e0 + ̂p(yh, ⋅ )e

1
η)

Transition: P(s′￼|s, a) Deterministic

Reset and sample a generation from πref

Step 1:

<Prompt> Two roads in a yellow
r = 1 (correct)

diverged

Step 2:

Learn ̂p ∈ arg minp LBCE(r, p)

Step 3:
Set ̂π( ⋅ ∣ yh) ∝ ̂π ∝ πref( ⋅ ∣ yh)((1 − ̂p(yh, ⋅ ))e0 + ̂p(yh, ⋅ )e

1
η)

Repeat Note: learning  by classification instead of learning  by regression!̂p Q̂



Experiments: The Star Graph Experiment
Given:  
(start, goal)= (31,10) and edge set 

Easy Lookahead Task: 
p=(start, goal, edge set) 

Learning goal: 
map   where r = (31, 2, 4, 9, 10)    

Teacher-forcing 
map 

p → r

(p, r<i) → r

22Bachmann & Nagarajan '24: "The pitfalls of next-token prediction"



Experiments: The Star Graph Experiment

23Bachmann & Nagarajan '24: "The pitfalls of next-token prediction"



Empirics: Math Reasoning
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GSM8k:
Grade school-level math problems.

Model Types:
Q# model = Llama3 1B  
with a scoring head, η = 0.1



Empirics: Math Reasoning
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Math: 
challenging problems from high 
school math competitions.

Model Types: 
Q# model = Llama3 1B   
with a scoring head, η = 0.1



Empirics: Math Reasoning
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Math: 
challenging problems from high 
school math competitions.

Model Types: 
Q# model = Llama3 1B   
with a scoring head, η = 0.1



What does the token-by-token structure of LLMs buy us?
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LLMs implicitly execute a token-by-token MDP with a special structure.

I.   Q#: Principled value-based algorithm for LLM post-training 

II.  VGS: Test-time Value Guided Search 



Value-Guided Search for 
Efficient Chain-of-Thought Reasoning

28

Kaiwen Wang, Jin Peng Zhou, Jonathan Chang,
Zhaolin Gao, Nathan Kallus, Kianté Brantley, and Wen Sun

Cornell University, Harvard University, Netflix, Databricks



Learning to reason with LLMs

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning
“We introduce our first-generation reasoning models ..… trained via large-scale reinforcement learning (RL) 

without supervised fine-tuning (SFT) as a preliminary step”

29



Learning to reason with LLMs

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning
“We introduce our first-generation reasoning models ..… trained via large-scale reinforcement learning (RL) 

without supervised fine-tuning (SFT) as a preliminary step”

30

Problem: Best-of-N and majority voting only use value 
information after full generations are complete.

Question: Can a value model score partial reasoning 
blocks and guide inference more efficiently?



Autoregressive Policies

31

context0context1context2context3

What is 1+1? The answer is 2
π π π π

query response



From tokens to blocks
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Two Benefits: 
Clearer signal on difference between quality of generations 
Faster computation, fewer value-model calls

What is 1+1? The answer is 2<think> 
Okay, so the user is 

asking "What is 
1+1?" Hmm, that's a 
pretty basic math 
question. Let me 

think about ...

Alright, the 
straightforward 
answer is 2. But 
maybe I should 
explain it a bit 

more. Let's see, 
when you add ...

Wait, maybe the 
user is being 
sarcastic or is 

testing me? But I 
should take the 
question at face 
value. Let me ...

Wait, the user 
might be a non-

native speaker or a 
child learning 

math. So clarity is 
key. I should make 
sure the answer ...



Beam Search
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Prompt

Block 1A

Block 1B

Block 1C

Block 1D

0.8 ✅

0.6

0.4

0.7 ✅

̂p( ⋅ )
Block 2A

Block 2B

Block 2C

Block 2D

0.8 ✅

0.6 ✅

0.4

0.5

̂p( ⋅ )

num_beams

beam_size 

beam_size 

Take a weighted majority vote (WMV) of the final beams



Scaling up Value Modeling for Reasoning
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Collect a dataset of 2.5M CoT roll-in/roll-outs from DeepSeek models 
Take OpenR1-Math (94k math problems) 
For each problem, rollin 14 responses from each of DeepSeek-R1-1.5B to -32B (acts as " ") 
Rollout using DeepSeek-R1-Distill-Qwen-1.5B (acts as " ") 
Label the full response as {correct, incorrect, incomplete} 

Value Model: 
Take DeepSeek-R1-Distill-Qwen-1.5B 
Train on above  data using classification loss (cross entropy)

̂π
πref

y ∈

(x, y)



DeepSeek-R1-Distill

Model Types: 
DeepSeek-R1 distilled Qwen-1.5B to 14B model 

Evaluate 
Competition math benchmarks (AIME 24, 
AIME25, HMMT Feb 24, 25) 

Inference Budget 
The inference budgets for 1.5B, 7B, and 14B are 
256, 128, and 64 generations, respectively.
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DeepSeek-R1-Distill

Model Types: 
DeepSeek-R1 distilled Qwen-1.5B to 14B model 

Evaluate 
Competition math benchmarks (AIME 24, 
AIME25, HMMT Feb 24, 25) 

Inference Budget 
Inference computation required to reach that 
target accuracy.
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Guiding 1.5B DeepSeek

37

Search > WMV > BoN VM > no VM

Avg of AIME '25 

Response-Level Selection vs Search-Based Block-Level Selection



Comparison to Process Reward Models
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Process Reward Model (PRM) judges if current step is correct so far 
Backward-looking (vs value-model being forward-looking by definition) 
Requires step-level annotation, not scalable (vs only outcome-level annotation)



Ablation: Search Parameters
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Optimal block size (4096) is consistent across N Optimal beam width (2) consistent across N



What does the token-by-token structure of LLMs buy us?
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LLMs implicitly execute a token-by-token MDP with a special structure.

I.   Q#: Principled value-based algorithm for LLM post-training 

II.  VGS: Test-time Value Guided Search 

III. A*PO: Training-time optimization algorithm



Accelerating RL for LLM Reasoning with 
Optimal Advantage Regression

41

Kianté Brantley1∗, Mingyu Chen2, Zhaolin Gao3,
Jason D. Lee4, Wen Sun3, Wenhao Zhan4, Xuezhou Zhang2

1Harvard University, 2Boston University, 3Cornell University, 4Princeton University
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Problem: PPO and GRPO repeatedly estimate 
advantages online, requiring critics or multiple 

generations per prompt.

Question: Can we replace online advantage estimation 
with a precomputed optimal advantage?



MinxEnt RL
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π∗(y ∣ x) =
πref(y ∣ x) exp(ηr(x, y))

Z(x)
, V∗(x) =

1
η

log Z(x) =
1
η

log 𝔼πref
[(y′￼ ∣ x) exp(ηr(x, y′￼))],

max
π

𝔼π [r(x, y)]− 1
η 𝔻KL(π ∥ πref) Objective

ℓt(π) := 𝔼x,y∼πt(⋅|x) (η ln
π(y |x)

πref(y |x)
− (r(x, y) − ̂V∗))

2

Regression Loss

π∗(y ∣ x) = πref(y ∣ x) exp(η[r(x, y) − V∗(x)]), Optimal Policy



A*PO Algorithm
1. Stage 1: Estimate  for all prompts 

 

 

2. Stage 2 (Online): On-policy Update with one rollout per prompt 

Sample batch of training samples   

Regress to Estimated  

V∗(x)

Draw N i.i.d. samples {yi}N
i=1 ∼ πref( ⋅ ∣ x)

Compute  ̂V⋆(x) ← β ln( 1
N

N

∑
i=1

exp( r(x, yi)
β ))

Dt : {x, y}

V∗(x)

ℓ(πθ) := 𝔼x,y∼πθ(⋅|x) (η ln
πθ(y |x)
πref(y |x)

− (r(x, y) − ̂V∗))
2

e.g., computed offline 
and kept fixed 

e.g., gradients only flow  
through  online nowπθ

Predictor Target
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Experiments: Advanced Reasoning on MATH

MATH dataset [Hendrycks et al.,2021]:
Consists of challenging problems from high 
school math competitions.

Model Types:
Pre-trained Qwen2.5 models 

48

Model Method Time Memory KL MATH500 Minerva Olympiad AMC 23
Size (hrs) (%) (ω||ωref) Math Bench Avg@32

1.5B

base / / / 45.8 16.91 17.66 20.55
PPO 10.84 42.64 0.151 57.0 21.69 20.92 29.84

GRPO 15.01 42.19 0.091 58.0 22.79 21.07 32.19
REBEL 10.33 63.34 0.098 57.8 20.22 23.15 31.67
A

ω-PO 6.92 41.59 0.069 57.8 22.43 22.26 31.88

3B

base / / / 50.8 23.16 23.74 29.77
PPO 13.59 54.95 0.111 65.8 23.90 26.71 34.68

GRPO 18.26 49.75 0.102 66.0 25.00 28.93 34.61
REBEL 12.88 74.32 0.099 67.0 27.57 28.19 36.33
A

ω-PO 8.78 49.28 0.082 66.2 25.74 28.04 35.47

7B

base / / / 62.8 22.43 30.56 39.61
PPO 20.53 92.81 0.133 74.4 30.88 33.98 55.47

GRPO 20.15 77.82 0.172 73.2 33.46 33.98 55.86
REBEL 14.67 98.77 0.124 74.6 34.56 34.72 56.88
A

ω-PO 11.01 76.57 0.078 76.2 34.56 34.27 56.25

Table 1: Results on MATH. For each metric, the best-performing method is highlighted in bold, and
the second-best is underlined.

Evaluation. We evaluate each method based on its trade-off between accuracy and KL-divergence
on the validation set, assessing the effectiveness of each algorithm in optimizing the KL-regularized
RL objective. Additionally, we report the peak GPU memory usage (as a percentage of total available
memory) during backpropagation, as well as the total training time (in hours) for each method. Both
runtime and memory usage are measured using 4 H100 GPUs under the same hyperparameter settings
detailed in Appendix A.5. The training time for A

ω
-PO also includes the offline generation time in

stage 1. Peak memory usage is averaged over 100 batches.

A
ω-PO is faster, more memory-efficient, and better optimizes the KL-constrained RL objective.

Figure 2 presents the training time, peak memory usage, and KL divergence to ωref across four
methods and three model sizes. While all methods achieve similar test accuracy, they exhibit
substantial differences in the other three metrics. Although REBEL achieves comparable training time
as Aω-PO, it requires significantly more memory due to processing two generations simultaneously
during each update. GRPO shows similar peak memory usage but requires two generations per
prompt and performs twice as many updates as Aω-PO, leading to approximately 2→ longer training
time. PPO incurs both higher computational cost and memory usage due to its reliance on an explicit
critic. By consistently updating with respect to ωref , Aω-PO maintains the smallest KL divergence to
the reference policy. Overall, A

ω
-PO achieves the fastest training time, lowest peak memory usage,

and smallest KL divergence compared to all baselines with similar test accuracy.

4.2 Advanced Reasoning on MATH

Training Details. In this section, we evaluate on the more advanced MATH dataset [Hendrycks et al.,
2021], which consists of challenging problems from high school math competitions. Following the
original experimental setup, we use 7,500 questions for training and randomly select 1,000 questions
for validation. We adopt the same model and hyperparameter settings as the previous section.

Evaluation. Following prior work [Zeng et al., 2025], we evaluate model performance on stan-
dard mathematical reasoning benchmarks, including MATH500 [Hendrycks et al., 2021], Minerva
Math [Lewkowycz et al., 2022], and OlympiadBench [He et al., 2024], as well as the competition-
level AMC 2023 benchmark. For AMC 2023, due to the small size of the benchmark (40 questions),
we report average accuracy over 32 generations to reduce variance.

A
ω-PO achieves higher accuracy, is fastest and generalizes effectively across benchmarks.

Table 1 presents the results, where the best-performing method is highlighted in bold and the second-
best is underlined. As shown, Aω-PO consistently ranks as either the best or second-best method
across various benchmarks and model sizes, while being faster than baselines, especially PPO and
GRPO, when model size is large (e.g., 2x faster than PPO and GRPO for 7B model size). Aω-PO
is also the most memory efficient and achieves the smallest KL divergence to the base mdoel ωref .
For in-distribution test set MATH500, Aω-PO achieves similar performance to baselines on smaller
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Experiments: Long-Context Reasoning

OpenR1-Cleaned Dataset [From VGS]:
Randomly selected subset of 5,000  problems

Evaluate:
AIME (American Invitational Mathematics 
Examination) an annual US high school math 
competition

Model Types:
DeepSeek-R1 distilled Qwen-1.5B model 

49

Method AIME 24 AIME 25 HMMT Feb 24 HMMT Feb 25 Average
Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32

base 21.25 60.00 21.15 43.33 9.48 36.67 8.85 30.00 15.21 42.50
PPO 30.94 80.00 25.12 46.67 15.94 43.33 14.06 50.00 21.52 55.00

GRPO 30.00 73.33 25.00 43.33 15.63 40.00 13.23 40.00 20.97 49.17
A

ω-PO 29.17 70.00 26.67 46.67 16.77 43.33 13.65 43.33 21.57 50.83

Table 2: Long-context reasoning results using the DeepSeek Distilled 1.5B Model. For each
metric, the best-performing method is highlighted in bold.

Figure 3: Ablation results with different number of N for estimating V
ω. Solid lines indicate the

moving average with window size 100. (Left) Squared regression loss per step of Aω-PO. (Middle)
Training reward per step. (Right) Model performance on MATH500 with varying values of N .

model sizes (1.5B and 3B), but outperforms on the larger model size (7B). One may wonder if
explicitly pre-computing V

ω for all training prompts would result overfitting to the training set.
When evaluating on the out-of-domain benchmarks, Aω-PO also demonstrates strong generalization
capabilities.

4.3 Long-context Reasoning with DeepSeek-distilled Qwen

Training Details. In this section, we assess the ability of Aω-PO to train with long context lengths.
We use the DeepSeek-R1 distilled Qwen-1.5B model [DeepSeek-AI, 2025] with a context length of
16,384, training on a randomly selected subset of 5,000 problems from the VGS-AI/OpenR1-Cleaned
dataset [Wang et al., 2025]. We limit training to a subset of the dataset due to the large scale of the
original corpus and the significant computational cost of data generation and training on academic
hardware. We exclude results for REBEL, as it runs out of memory under this long-context setting.
The same hyperparameter configurations from the previous section are used.

Evaluation. We evaluate on competition-level AIME and HMMT benchmarks from 2024 and 2025,
reporting both Avg@32 and Pass@32 metrics.

A
ω-PO outperforms baselines and effectively scales to long-context reasoning. The results are

presented in Table 2, with the best-performing method highlighted in bold. A
ω-PO achieves the

highest performance on AIME 2025 and HMMT February 2024, and performs comparably to GRPO
and PPO on AIME 2024 and HMMT February 2025. Averaged over these 4 math competition
benchmarks, Aω-PO achieves the best performance (measured under the metric of Avg@32). These
results demonstrate that estimating V

ω using 8 generations remains effective even in long-context
reasoning scenarios, and that Aω-PO can be successfully applied to such settings. Unsurprisingly,
A

ω-PO remains the most efficient method, requiring only 49 hours of training time, compared to 88
hours for PPO and 90 hours for GRPO.

4.4 Ablations

Number of Generations. We conduct an ablation on the number of generations N used during stage
1 to estimate V

ω on the MATH dataset with the 3B model, varying N from 1 to 32. The results are
shown in Figure 3. We observe that the squared regression loss consistently decreases as N increases,
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50Figure 4: Ablation Results on Filtering Hard Prompts. (Green) Training time of Stage 2 for differ-
ent values of N . The dashed line indicates the training time without filtering. (Purple) Performance
on MATH500 with and without filtering.

Figure 5: Ablation results with different ω1 for estimating V
ω. Solid lines indicate the moving

average with window size 100. (Left) Squared regression loss per step of Aω-PO. (Middle) Training
reward per step. (Right) Model performance on MATH500 with varying values of ω1.

indicating that larger values of N lead to more accurate estimations of V ω. The accuracy of this
estimation significantly affects both the training reward and downstream evaluation metrics, such as
performance on MATH500. Notably, the training reward increases almost monotonically with larger
N , and a similar trend is observed for performance on MATH500, which begins to plateau at N = 8.
We provide a discussion of the plateau behavior in Appendix C.

Filtering Out Hard Problems. For fair comparison to the baselines, our main result did not filter out
hard questions where pass@N is zero. In this section, we explore whether training efficiency can be
further improved by filtering out problems whose pass@N is zero. Note that pass@N can be easily
estimated using the N samples generated from phase 1 of Aω-PO. The intuition is that problems the
reference policy εref is unable to solve (i.e., with near-zero success probability) are unlikely to be
solved through RL post-training. Our method naturally supports this filtering mechanism, as we
already estimate V

ω during the offline stage. We conduct an ablation study varying N from 2 to
32, filtering out problems where all N sampled responses are incorrect. The results are shown in
Figure 4. Filtering significantly reduces training time by reducing the effective size of the training set,
as illustrated by the green bars compared to the dashed baseline. When N is small, filtering removes
more problems since it is more likely that none of the N responses are correct, further accelerating
training. In terms of performance, the MATH500 evaluations for filtered and unfiltered runs remain
closely aligned. Notably, the filtered run with N = 8 achieves the highest accuracy, even surpassing
the unfiltered baseline while reducing training time by 28%.

ω1 for Estimating V
ω. The parameter ω1 controls the level of smoothness when estimating V

ω. As
ω1 → 0, the estimated V

ω’s value approaches Pass@N (computed using the collected N responses),
while as ω1 → ↑, it estimates V εref . Proofs of these limiting cases are provided in Appendix D. We
ablate ω1 from ↑ to 1/8, and the results are shown in Figure 5. From the squared regression loss,
we observe that smaller values of ω1 lead to higher initial training loss. But the final training loss
decreases monotonically as ω1 decreases, until reaching ω1 = 1/8. A similar trend is observed for
both the training reward and MATH500 performance, which improve monotonically with smaller
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Method AIME 24 AIME 25 HMMT Feb 24 HMMT Feb 25 Average
Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32 Avg@32 Pass@32

base 21.25 60.00 21.15 43.33 9.48 36.67 8.85 30.00 15.21 42.50
PPO 30.94 80.00 25.12 46.67 15.94 43.33 14.06 50.00 21.52 55.00

GRPO 30.00 73.33 25.00 43.33 15.63 40.00 13.23 40.00 20.97 49.17
A

ω-PO 29.17 70.00 26.67 46.67 16.77 43.33 13.65 43.33 21.57 50.83

Table 2: Long-context reasoning results using the DeepSeek Distilled 1.5B Model. For each
metric, the best-performing method is highlighted in bold.

Figure 3: Ablation results with different number of N for estimating V
ω. Solid lines indicate the

moving average with window size 100. (Left) Squared regression loss per step of Aω-PO. (Middle)
Training reward per step. (Right) Model performance on MATH500 with varying values of N .
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ω-PO achieves the
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results demonstrate that estimating V
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reasoning scenarios, and that Aω-PO can be successfully applied to such settings. Unsurprisingly,
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I.   Q#: Principled value-based algorithm for LLM post-training 

II.  VGS: Test-time Value Guided Search 

III. A*PO: Training-time optimization algorithm

What does the token-by-token structure of LLMs buy us?
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LLMs implicitly execute a token-by-token MDP with a special structure.

Train

Reason

Act

Optimal Value Function Guidance
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